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Abstract
The vertical ground reaction force (vGRF) waveform under-
pins running gait analysis and informs injury prevention,
rehabilitation, and performance monitoring. It is tradition-
ally captured with lab-bound force plates or instrumented
treadmills, and recent wearables sit on the shank, sacrum,
foot, or ear, locations rarely worn in daily life. The wrist
dominates the consumer market and is worn by most run-
ners, yet it is far from the foot, corrupted by arm motion, and
no prior work has reconstructed vGRF from it. We present,
to our knowledge, the first reconstruction of the running
vGRFwaveform from a single wrist-worn IMU. Across 30 par-
ticipants under Leave-One-Subject-Out evaluation, a trans-
former reconstructs the waveform at a normalised RMSE of
7.6%±2.2% and Pearson correlation 0.986±0.009, comparable
to sensors mountedmuch closer to the ground. Temporal gait
parameters derived from the waveform are accurate (stride-
time MAPE 1.2%, swing-time 4.1%, stance-time 6.4%), while
peak force is harder (14.6%). A compact CNN matches the
transformer at 36× fewer parameters, and self-supervised
pre-training and a peak-weighted loss give no statistically
significant gains, suggesting wrist-based vGRF reconstruc-
tion is feasible without added model complexity.
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1 Introduction
Running is among the most popular fitness activities world-
wide [19], but it carries a high injury burden: running-related
musculoskeletal injuries (RRMIs) affect around 44.6% of run-
ners [22]. Running gait analysis is a key tool for mitigating
this risk: gait retraining informed by gait analysis can reduce
injury risk by approximately 62% [8], and it is also used to
improve performance and guide rehabilitation [5].
Gait can be quantified through spatio-temporal parame-

ters, kinematics, and kinetics [3]. A central kinetic quantity is
the ground reaction force (GRF), the force the ground exerts
on the body during stance. Its vertical and largest component
is known as the vertical ground reaction force (vGRF) [34].
The vGRF waveform is valuable for detecting injury and
gait deviation [21]: reconstructing the full curve, rather than
isolated parameters, captures loading information that dis-
crete metrics miss [12], and temporal gait parameters can be
derived directly from it without training a separate model
per parameter.
Traditionally, vGRF is measured with force plates or in-

strumented treadmills that are expensive and confined to
the laboratory [30], motivating wearable alternatives that
enable convenient, real-world measurement [32]. However,
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most wearable gait studies place inertial measurement units
(IMUs) on the lower body, shank, foot, sacrum, or lower back,
because these locations experience the most gait-related mo-
tion [30], and recent work has also used the ear [39]. These
locations are rarely worn in everyday life. The consumer
wearable market is instead dominated by wrist-worn devices,
which account for roughly 80% of commercial wearables [13],
and sports watches are used by 59.5% of runners (rising to
67.1% among devoted runners) [20].

Despite this adoption, wrist wearables remain largely un-
explored for gait analysis: prior wrist work has estimated
walking speed, cadence, and some temporal parameters [14,
15, 50], but no prior work has reconstructed the vGRF wave-
form from the wrist. This is a hard setting: the wrist is far
fromwhere the GRF is applied, and arm swing introduces mo-
tion unrelated to ground contact [25]. If it can be done, gait
analysis becomes accessible to the large population already
wearing a smartwatch, without specialised equipment.
Contributions. This paper focuses on a single question: can
a single wrist-worn IMU alone reconstruct the vGRF waveform
of running gait? We answer it affirmatively. (1) We present,
to our knowledge, the first reconstruction of the running
vGRF waveform from a single wrist IMU, achieving a nor-
malised RMSE of 7.6% ± 2.2% and Pearson correlation of
0.986 ± 0.009 under Leave-One-Subject-Out (LOSO) cross-
validation on 30 participants, comparable to prior work us-
ing sensors mounted far closer to the ground. (2) We derive
temporal and kinetic gait parameters directly from the re-
constructed waveform and quantify their accuracy. (3) As
supporting analysis, we show that a compact CNNmatches a
pre-trained transformer despite being ∼36× smaller, and that
two-stage self-supervised pre-training and a peak-weighted
(gated-MSE) loss provide no statistically significant benefit,
indicating that wrist-based vGRF reconstruction does not
require added model complexity.

2 Related Work
2.1 vGRF reconstruction from wearables
Methods for estimating vGRF from wearable IMUs fall into
physics-based andmachine-learning approaches [2]. Physics-
based models derive force from body kinematics, (e.g., using
full-body IMU suits with Newton–Euler dynamics [23] or
a single trunk sensor approximating centre-of-mass accel-
eration [36]). Machine-learning methods range from clas-
sical models (e.g., random forests [21], 𝑘-NN and regres-
sion trees [37], and boosted regression on ear-IMU data [40]
to deep neural networks [6]). Classical approaches typi-
cally depend on per-stance segmentation or on a match-
ing stride existing in the training set, which limits subject
generalisation [37]; the sequence-to-sequence deep models
we adopt avoid both. Recent deep-learning work includes

feed-forward and wavelet networks on shank IMUs [27],
CNNs [47], LSTMs [24], and attention-based models [49]. All
of these place sensors on the lower body, trunk, sacrum, or
ear. Running vGRF is also harder to reconstruct than walk-
ing [37]; reported running nRMSE values include 3.2% with
pressure insoles [6], ∼6.4–6.7% with a sacrum accelerome-
ter [1], ∼5.7–7.3% with shank IMUs [27], and 13.1% with an
ear device [39]. We compare against these in Section 4.

2.2 Wrist wearables for gait
Wrist-based gait research is comparatively sparse and has
targeted discrete quantities: walking speed [50], speed and
cadence [15], walking detection [25], and a range of tempo-
ral/spatial parameters from smartwatches [14]. None recon-
struct the continuous vGRF waveform, which is the gap we
address. Known challenges are that arm motion degrades
wrist-based estimates relative to other locations [25] and
that the wrist is distant from the point of force application.

2.3 Pre-training for data-scarce regimes
Self-supervised pre-training improves generalisation when
labelled data are scarce [48] and has been applied across
NLP [11], vision [9], and medical tasks [44]. For vGRF, Tan et
al. [43] pre-trained a transformer on unlabelled IMU data
via masked reconstruction and matched supervised perfor-
mance with 1–10% of labels. Chaining two self-supervised
stages can help further when no single dataset suffices: Ma et
al. [29] report an 8–18% gain from two-phase over single-
phase pre-training. As no single large dataset contains both
wrist accelerometer and gyroscope signals, we adopt a two-
stage pre-training scheme (Section 3) and evaluate whether
it helps in our setting.

2.4 Evaluation
Subject-independent evaluation is markedly harder than
subject-dependent evaluation due to inter-subject variabil-
ity [35], and 𝑘-fold cross-validation can inflate results via
data leakage in activity recognition [10]. We therefore use
Leave-One-Subject-Out (LOSO) cross-validation [26], and
report normalised root mean square error (nRMSE), mean
absolute percentage error (MAPE), and Pearson correlation
(r), following standard GRF evaluation practice [31].

3 Method
3.1 Dataset and data collection
As no public dataset provides wrist IMU with synchronised
vGRF ground truth, we collected a dataset of 30 partici-
pants (11 female; mean age 28.2 y, range 18–53; mean height
176.9 cm; mean weight 73.8 kg). All participants signed in-
formed consent forms and the experiment was approved

2
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Figure 1: Data-collection setup: a participant with a
smartwatch (Trigno Avanti sensor in a 3D-printed
housing with an Apple Watch strap) worn on the wrist
while running on an instrumented treadmill.

Figure 2: The running gait cycle, composed of stance
and swing phases delimited by heel-strike and toe-off.
Adapted from [38] (CC BY).

by the University of Cambridge Department of Computer
Science and Technology Ethics Committee. Each participant
ran on a Bertec instrumented treadmill (no incline) at fixed
speeds between 8 and 12 kph for five minutes per session,
completing 2–4 sessions, while wearing a smartwatch on
the left wrist (Fig. 1). The watch housed a Trigno Avanti
sensor recording tri-axial accelerometer and gyroscope data
at ∼1259 Hz; the treadmill recorded ground-truth GRF at
1000 Hz, separated into left- and right-foot vGRF. Times-
tamps from both devices were used for temporal synchro-
nisation. A gait cycle and the target vGRF waveform are
illustrated in Fig. 2.

3.2 Pre-processing
IMU and vGRF signals were low-pass filteredwith a 6th-order
Butterworth filter at a 20 Hz cut-off, chosen because cut-offs
≤25 Hz preserve running vGRF correlations [33]. vGRF was
normalised by bodyweight. Both streamswere downsampled

Table 1: Sliding windows per dataset.

Dataset #Participants #Channels #Usable windows

Capture24 [7] 50 3 656,000
RealWorld (HAR) [41] 15 6 71,386
Our dataset 30 6 33,929

to 50 Hz (after filtering, to limit ripple), matching our pre-
training data and satisfying Nyquist. We segmented signals
into 1-second sliding windows (50 samples) with 50% overlap;
one second is sufficient to capture more than one stance
while keeping the model small. Windows were normalised
using statistics computed on the training subjects only and
applied to held-out subjects, reflecting deployment where
target-subject statistics are unavailable.

3.3 Models
All models take a 6-channel (tri-axial accelerometer + gyro-
scope) 1-second window and output a 2-channel (left/right
foot) vGRF window. We study three architectures.
CNN. A 1-D convolutional encoder–decoder (3 layers

each) with ReLU, max-pooling, and dropout; 57.9k parame-
ters.

BiLSTM. Two bidirectional LSTM layers (hidden size 64,
dropout 0.2) followed by a fully connected projection; 136.5k
parameters. Bidirectionality provides context on both sides
of each time step [17].
Transformer. A patch-based transformer encoder (192-

dim embeddings, 6 layers, 8 heads, feed-forward 512) with
a task-specific head, adapted from Tan et al. [42, 43]; 2.08M
parameters. We pre-train it with masked-reconstruction self-
supervised learning (SSL): patches spanning 10% of the win-
dow are masked and reconstructed [43]. Because no single
large dataset offers both wrist accelerometer and gyroscope,
we use two-stage pre-training before fine-tuning on the vGRF
task: stage 1 on Capture24 (large-scale wrist accelerometer;
accelerometer copied into the gyroscope channels) [7], then
stage 2 on the RealWorld (HAR) dataset (wrist accelerometer
+ gyroscope) [41]. Window counts are given in Table 1.

3.4 Training and evaluation
Models were trained with Adam (learning rate 0.002, weight
decay 0.0001), batch size 16, and early stopping (patience 5).
The first SSL stage ran on an NVIDIA A100; all other training
ran on a MacBook M4 Pro. We evaluate with Leave-One-
Subject-Out (LOSO) cross-validation over the 30 subjects,
reporting metrics averaged across folds to avoid subject leak-
age [26].

3
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Reconstruction and post-processing. Per-window pre-
dictions are stitched into a full sequence with a Kaiser win-
dow (order 15), which down-weights the less reliable win-
dow boundaries. The sequence is then denormalised and
low-pass filtered again at 20 Hz, and values below 0.01 are
zeroed to suppress filtering ripple. Heel-strike and toe-off are
detected where the curve crosses 0.05 (upward and down-
ward, respectively). A candidate stance is kept only if it spans
more than 10 samples (the shortest ground-truth stance is
11) and reaches 33% of the session’s peak force. This am-
plitude threshold is deliberately conservative: the smallest
within-session ratio of minimum to maximum peak force
we observed was 57%. Swing-phase samples between an ac-
cepted toe-off and the next heel-strike are then zeroed, and
residual in-stance peaks whose stride time falls below two-
thirds of the session mean are removed. The first and last
windows, which lack neighbours for overlap, are discarded.

Metrics.We report RMSE normalised by the waveform
range 𝑦max −𝑦min (nRMSE), Pearson correlation 𝑟 , and mean
absolute percentage error (MAPE) for gait parameters de-
rived from the reconstructed waveform: peak force, stride
time (𝑡HS,𝑛+1 − 𝑡HS,𝑛), stance time (𝑡TO,𝑛 − 𝑡HS,𝑛), and swing
time (𝑡HS,𝑛+1−𝑡TO,𝑛). We also report an error ratio, the fraction
of ground-truth stances the model fails to reconstruct. Statis-
tical comparisons use the two-sided Wilcoxon signed-rank
test on per-subject nRMSE (𝛼 = 0.05).

4 Results
4.1 vGRF waveform reconstruction from a

single wrist IMU
Our central result is that a wrist IMU alone can reconstruct
the running vGRFwaveform. Using the two-stage pre-trained
transformer with an MSE loss, LOSO cross-validation over
30 subjects yields a nRMSE of 7.6% ± 2.2% and Pearson cor-
relation 𝑟 = 0.986 ± 0.009 (Table 2). Reconstruction rarely
fails: only 8 stances across all 92 sessions were missed, an
error ratio of 0.016%. Temporal gait parameters derived from
the reconstructed waveform are accurate: stride-time MAPE
1.2%, swing-time 4.1%, stance-time 6.4%. Peak force is harder
at 14.6%, reflecting the known difficulty of recovering force
magnitude from a sensor far from the foot and corrupted by
arm motion. Fig. 3 shows a representative reconstruction:
stance timing aligns closely with ground truth.

Comparison to priorwearable locations.Table 3 places
our wrist result against published running vGRF reconstruc-
tions, all of which use sensors much closer to the point of
force application. Pressure insoles achieve the lowest nRMSE
(3.2%) [6], as expected frommeasuring directly under the foot.
Shank [27] and sacrum [1] sensors reach ∼6%, marginally
better than our 7.6%. Our wrist-based result outperforms the
ear-based approach (13.1% nRMSE, 𝑟 = 0.953) [39]. That a

Table 2: Performance of the two-stage pre-trained
transformer (LOSO, 30 subjects). MAPE reported for
derived gait parameters.

MAPE

nRMSE 𝑟
error
ratio

#missed
stance

peak
force

stride
time

stance
time

swing
time

0.076 0.986 0.00016 8 0.146 0.012 0.064 0.041

Figure 3: Reconstructed vGRF waveform (subject 0,
9 kph) from the wrist IMU versus ground truth. Both
feet are shown; stance timing is well aligned.

Table 3: Running vGRF reconstruction across wearable
locations. Our wrist result is comparable to sensors
mounted near the foot/ground.

Work Wearable Model nRMSE 𝑟

Carter et al. [6] insole BiLSTM 0.032 –
Alcantara et al. [1] sacrum BiLSTM 0.067 –
Li et al. [27] shank WNN 0.057 –
Li et al. [27] shank FFNN 0.073 –

Stuchbury-Wass et al. [39] ear Boosted
reg. 0.131 0.953

Ours wrist Pre-tr.
transf. 0.076 0.986

wrist sensor lands within this range shows that wrist IMU
signals carry sufficient information to reconstruct vGRF, and
that gait analysis need not be tied to lower-body instrumen-
tation.

Per-subject breakdown. Fig. 4 shows per-subject nRMSE.
Performance is consistent across subjects; the few outliers
correspond to participants with atypical peak force (e.g., sub-
ject 26 has unusually low peak force, absent from the training
folds under LOSO), which inflates peak-force MAPE while
temporal alignment remains good. This points to dataset size
rather than the sensing modality as the main limitation on
magnitude estimation.

4
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Figure 4: Per-subject nRMSE under LOSO cross-
validation for the pre-trained transformer.

Table 4: Ablations on the transformer (LOSO): input
normalisation and loss function. Defaults in bold.

Variant nRMSE 𝑟
peak-force
MAPE

Input normalisation
None 0.093 0.969 0.151
IMU only 0.077 0.985 0.149
vGRF only 0.091 0.972 0.163
IMU + vGRF 0.076 0.986 0.146

Loss function
MSE 0.076 0.986 0.146
Huber 0.078 0.985 0.150
Gated-MSE (unweighted) 0.079 0.984 0.148
Gated-MSE (weighted) 0.084 0.983 0.152

Ablations. Table 4 reports two design-choice ablations
on the transformer. Input normalisation is the single most
important choice: normalising the IMU reduces nRMSE from
9.3% to 7.7% (Wilcoxon 𝑝 = 1.4× 10−5), whereas additionally
normalising vGRF gives no significant change (𝑝 = 0.60).
The choice of loss function had no significant effect: MSE
matched or beat Huber and both weighted and unweighted
gated-MSE losses on nRMSE and peak-force MAPE (𝑝 >

0.05 in all peak-force comparisons), despite gated-MSE being
designed to improve peak estimation [28].

4.2 Supporting analyses
Model architecture: a compact CNN suffices. Table 5
compares the three models. The pre-trained transformer
gives the best nRMSE (0.076), but the differences are small.
There is no significant difference between the transformer
and the CNN (𝑝 = 0.114), while the transformer significantly
outperforms the BiLSTM (𝑝 = 0.008). The CNN attains this
near-equal performance with only 57.9k parameters, ∼36×
fewer than the transformer’s 2.08M. This makes it well suited
to on-device inference on a smartwatch or smartphone.

Table 5: Architecture comparison (LOSO). The CNN
matches the transformer at a fraction of the size.

MAPE

Model #param nRMSE 𝑟
peak
force

stance
time

CNN 57.9k 0.080 0.983 0.157 0.094
BiLSTM 136.5k 0.083 0.981 0.156 0.072
Pre-tr. transformer 2.08M 0.076 0.986 0.146 0.064

Table 6: Effect of self-supervised pre-training on the
transformer (nRMSE, LOSO). No strategy differs signif-
icantly from no pre-training.

Pre-training nRMSE 𝑟

None 0.079 0.984
Capture24 only 0.079 0.985
RealWorld only 0.076 0.985
Two-stage (both) 0.076 0.986

Self-supervised pre-training does not help. Table 6
compares pre-training strategies for the transformer. Con-
trary to expectations from the literature, neither single-stage
nor two-stage SSL produces a statistically significant im-
provement over training from scratch (all 𝑝 > 0.05; nRMSE
differs by <1%). We attribute this to the periodic and low-
complexity nature of the vGRF target and the modest input
dimensionality (6 channels × 50 samples): pre-training adds
compute without payoff in this regime. Together with the ar-
chitecture comparison above, this suggests wrist-based vGRF
reconstruction is achievable with simple, compact models
and without pre-training.
Masking ratio has little effect. The default masking

ratio hides 10% of each window during pre-training [43]. Ta-
ble 7 compares this default against a wider 50%mask on SSL2-
only pre-training. Widening the mask leaves every metric
essentially unchanged: nRMSE rises marginally from 0.076
to 0.079, 𝑟 is unchanged at 0.986, and the derived-parameter
MAPEs shift by at most 0.011 (peak force). The 50%-mask
model is not significantly different from the default two-stage
model (Wilcoxon 𝑝 = 0.07). The masking ratio thus joins
architecture and pre-training data as a design choice that
does not materially affect wrist-based vGRF reconstruction.

Dropout is unnecessary. Dropout was expected to curb
over-fitting, but it consistently hurt. For the default two-
stage model, nRMSE rose monotonically with the dropout
rate, from 0.076 at 0 to 0.091 at 0.4, and the same trend held
for every pre-training regime (Fig. 5). We attribute this to
the periodic, low-complexity target: weight decay and early
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Table 7: Effect of the SSL masking ratio (LOSO). The
10% row is the default two-stage model (Table 2); the
50% row uses SSL2-only pre-training. MAPE reported
for derived gait parameters; default in bold.

MAPE

Masking ratio nRMSE 𝑟
peak
force

stride
time

stance
time

swing
time

10% (default) 0.076 0.986 0.146 0.012 0.064 0.041
50% 0.079 0.986 0.157 0.012 0.071 0.045

Figure 5: Transformer nRMSE against dropout rate
(LOSO) for three pre-training regimes. Lower is bet-
ter; nRMSE is smallest at a dropout rate of 0 in every
regime.

stopping already regularise the model, so dropout only im-
pedes learning. The transformer therefore uses no dropout,
in line with the architecture, pre-training, and masking re-
sults above.

5 Discussion
Feasibility and accessibility. Our results show that the
running vGRF waveform can be reconstructed from a sin-
gle wrist IMU with accuracy comparable to sensors placed
near the foot or trunk. Because wrist devices dominate the
consumer market [13] and are already worn by the major-
ity of runners [20], this lowers a barrier to out-of-lab gait
analysis: no specialised instrumentation or unusual sensor
placement is required. The accurate temporal parameters
(stride, stance, swing) recovered directly from the wave-
form are clinically relevant: altered swing and stance timing
are associated with conditions including multiple sclerosis
and Parkinson’s disease [16, 46], and a swing- and stance-
dominated gait-rhythm factor tracks cognitive decline [45].
The kinetic parameters matter too: elevated peak force is
associated with chronic ankle instability [4], and spatiotem-
poral gait measures inform fall and mortality risk [18].

Magnitude is the hard part. Peak-force MAPE (14.6%)
lags the temporal parameters and the ear-based compari-
son [39]. Two factors plausibly contribute: arm swing injects
motion uncorrelated with vertical loading, and with only
30 subjects, LOSO leaves the training folds without peers
for subjects at the extremes of the force distribution. The
ablations support the latter: error concentrates on atypical
subjects rather than being uniform. A larger, more diverse
dataset or a dedicated peak-force head would therefore most
improve magnitude estimation.
Simplicity suffices. Neither a peak-weighted loss nor

self-supervised pre-training yielded significant gains, and
a compact CNN matched the transformer. For a periodic,
low-dimensional target, added model complexity appears
unnecessary. This is encouraging for on-device deployment:
the 57.9k-parameter CNN is well within a smartwatch’s bud-
get.
Future Work. Participants were healthy adults running

at constant treadmill speeds in a controlled lab for short (∼5-
minute) sessions. Generalisation to clinical populations, free-
living variable-speed running, prolonged (fatigued) running,
and other activities such as walking remains future work, as
does extending reconstruction to all three GRF axes.

6 Conclusion
We presented, to our knowledge, the first reconstruction of
the running vertical ground reaction force waveform from
a single wrist-worn IMU. A transformer model achieves a
normalised RMSE of 7.6% ± 2.2% and Pearson correlation
0.986 ± 0.009 under Leave-One-Subject-Out cross-validation
on 30 participants, comparable to prior work using sensors
mounted far closer to the ground, and yields accurate tempo-
ral gait parameters derived directly from the reconstructed
curve. Our supporting analyses show that this is achiev-
able without added complexity: a compact CNN matches the
transformer at ∼36× fewer parameters, and self-supervised
pre-training and a peak-weighted loss provide no signifi-
cant benefit. These findings indicate that the smartwatch
already on a runner’s wrist is a viable tool for accessible,
out-of-lab vGRF-based gait analysis. Future work will target
force-magnitude accuracy, larger and more diverse cohorts,
free-living conditions, and other activities.
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